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Abstract— Deriving optimal attitude maneuvers for agile space-
craft is challenging due to the nonlinearity of quaternion kinematics
and the strong nonconvexity of pointing constraints. Sequential
Convex Programming (SCP) addresses these issues through repeated
linearization, but its solutions can be sensitive to initialization and
computationally demanding for repeated replanning. Direct NLP
solvers such as IPOPT avoid repeated convexification, but they can
still exhibit convergence sensitivity and timing variability due to their
monolithic interior-point structure. This paper proposes a first-order,
projection-based method in which nonlinear dynamics and cone-
type orientation constraints are handled through modular projection
operators within an Alternating Direction Method of Multipliers
(ADMM) framework. The proposed approach (i) reformulates the
attitude optimal control problem as an affine dynamics-consensus
system augmented with auxiliary variables, (ii) derives analytical
geometric projections for single keep-in/keep-out pointing cone
constraints, (iii) handles simultaneous multi-cone constraints through
cyclic/local projection refinement, and (iv) enforces nonlinear
dynamics through low-dimensional Levenberg–Marquardt graph
projections, thereby avoiding repeated horizon-wide convexification.
In addition, a conditional local stationarity analysis is provided
for the resulting inexact nonconvex ADMM scheme. The analysis
characterizes the approximation errors of the multi-cone attitude pro-
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jection and the nonlinear dynamics graph projection using residual-
based local error bounds, and establishes stationary convergence
under local regularity, boundedness, Kurdyka–Łojasiewicz, and
summable projection-error assumptions. Numerical experiments on
representative low-Earth orbit reorientation scenarios compare the
proposed method with SCP and IPOPT baselines. The evaluation
includes nominal constrained trajectory generation, randomized
Monte Carlo simulations, perturbed trajectory tracking, receding-
horizon MPC under uncertainty, hyperparameter sensitivity, and
horizon-length scaling. The proposed solver achieves reliable keep-
in/keep-out constraint satisfaction and competitive terminal accuracy,
is substantially faster than the SCP baseline in the tested scenarios,
and provides more consistent closed-loop feasibility than the IPOPT
baseline in the receding-horizon study, although IPOPT remains
faster in average runtime when it converges. The horizon-scaling
and timing-breakdown results further show that the numerical
nonlinear dynamics projection remains a small fixed-dimensional
local solve over the tested horizon range. These results indicate
that the proposed framework can provide efficient and reliable
constraint handling for constrained spacecraft attitude guidance
problems involving nonconvex constraints.

Index Terms— Agile spacecraft maneuvers, First-order methods,
Keep-in/Keep-out constraints, Nonconvex optimal control, Projection-
based algorithms

I. INTRODUCTION

Spacecraft operating in low Earth orbit (LEO) must
execute rapid, high-fidelity attitude maneuvers while
obeying strict power budgets and precise pointing require-
ments. Typical mission profiles demand: (i) sub-second
to few-second payload reorientation, (ii) sub-arcminute
line-of-sight accuracy, and (iii) compliance with keep-in
(mandatory) or keep-out (forbidden) cones defined in the
body frame to protect sensitive instruments and maintain
communication links [1]. The inherent nonlinearity of
quaternion kinematics and strong nonconvexity of orien-
tation constraints render such optimal control problems
particularly challenging.

Classical methods for spacecraft attitude regulation are
primarily based on nonlinear state-feedback controllers [2],
[3], [4], [5], [6], [7], often formulated using quaternion
kinematics [8], [9]. These approaches are well-studied and
widely applied in operational systems. Observer designs
on the rotation group SO(3) have also been proposed to
enhance robustness against measurement uncertainty and
model mismatch [10].

To address geometric or safety-related constraints,
more recent strategies incorporate artificial potential func-
tions (APFs) [11], [12], [13], [14], which enable avoidance
of undesirable regions while maintaining stability. In
parallel, control barrier functions (CBFs) have been
developed to enforce state and safety constraints in real-
time control implementations [15], [16]. These methods
complement Lyapunov-based frameworks and have been
increasingly considered in aerospace applications where
formal constraint satisfaction is required. However, these
methods typically do not account for global performance
metrics and may face difficulties when applied to prob-
lems with highly nonconvex constraints or strict timing
requirements.
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Optimization-based methods have thus gained promi-
nence. Classical convex control design [17], [18] is
well-understood, but direct convexification of quaternion
dynamics and cone constraints is nontrivial. Sequential
Convex Programming (SCP) methods address this by
iteratively linearizing and convexifying the constraints
and dynamics [19], [20], [21], [22]. Pioneering work
in SCP for aerospace includes convex approaches to
Mars powered descent [23], [24], with further extensions
incorporating state-triggered constraints [25], [26]. While
SCP has demonstrated effectiveness in numerous scenarios,
its convergence is highly sensitive to the choice of
hyperparameters and the quality of the initial solution
guess, potentially leading to increased computational
demands or unreliable performance in certain cases [27],
[28], [29]. Interior-point solvers such as IPOPT [30] have
been used for trajectory optimization [31], [32], though
their performance may severely degrade under strong
nonconvexities or poor initialization. Recent surveys and
frameworks have further advanced the landscape of tra-
jectory optimization by integrating robustness, scalability,
and real-time implementation goals [33].

First-order methods with projection-based feasibility
enforcement have emerged as promising alternatives for
solving nonlinear constrained control problems. This
approach introduces a mechanism for alternating between
gradient-based updates and projections onto the set of
admissible trajectories governed by nonlinear dynamics,
thereby avoiding repeated linearization and accommo-
dating general nonconvex constraints [34], [35], [36].
Subsequent developments include distributed implementa-
tion [37], neural projection operators [38] and projection in
the Koopman lifted hyperplanes [39], [40], which enhance
scalability and computational efficiency.

In this paper, we develop a projection-based first-order
optimization framework for spacecraft attitude maneuver
planning with quaternion dynamics and nonconvex keep-
in/keep-out orientation constraints. The affine dynamics
and consensus terms are handled through a structured least-
squares primal update, while nonlinear and nonconvex
feasibility requirements are enforced through modular
auxiliary projections. Single-cone attitude constraints are
handled by analytical geometric projections, simultaneous
multi-cone constraints are addressed using cyclic pro-
jection and local refinement, and the exponential-map
dynamics graph is projected through a low-dimensional
numerical least-squares procedure. We further characterize
the local errors induced by these inexact projections
and establish a conditional local stationarity result for
the resulting nonconvex ADMM scheme under standard
regularity, boundedness, and summable-error assumptions.

The main contributions of this paper are summarized
as follows.

• Projection-based ADMM formulation for constrained
quaternion maneuvers: We reformulate the con-
strained quaternion maneuver problem as a dynamics-
consensus optimization problem whose primal step is

a structured least-squares update and whose nonlinear
constraints are separated into modular projection
subproblems.

• Geometry-preserving discretization and projection
operators: Quaternion kinematics are discretized
using a norm-preserving exponential-map update,
while unit-quaternion and keep-in/keep-out pointing
constraints are enforced through analytical single-
cone projections and cyclic multi-cone refinement.

• Projection accuracy and conditional stationarity
analysis: We quantify the residual errors of the multi-
cone attitude projection and Levenberg–Marquardt
dynamics projection, and incorporate these errors into
a conditional local stationarity result for the proposed
nonconvex ADMM scheme.

• Numerical validation, robustness evaluation, and scal-
ability assessment: The method is evaluated against
SCP and IPOPT baselines in nominal constrained
maneuvers, Monte Carlo trajectory generation, per-
turbed tracking, receding-horizon MPC, hyperparam-
eter sweeps, runtime profiling, and horizon-length
scalability tests.

Throughout the numerical experiments, the proposed
method achieves reliable pointing-constraint satisfaction,
competitive terminal accuracy, and more consistent closed-
loop feasibility under the tested uncertainty conditions.
It also shows lower sensitivity to the tested penalty
parameters than the direct NLP baseline. The horizon-
length timing study further indicates smooth computational
scaling with respect to the discretization size. Together
with the conditional stationarity analysis, these results
support the empirical convergence behavior, scalability,
and replanning suitability of the proposed framework in
the tested constrained attitude maneuver scenarios.

The remainder of this paper is organized as follows.
Section II reviews the notation, quaternion representation,
and first-order optimization background. Section III formu-
lates the constrained quaternion attitude maneuver planning
problem. Section IV presents the proposed projection-
based ADMM framework, including conditional station-
arity analysis. Section V reports numerical comparisons
with baselines. Section VI concludes the paper.

II. PRELIMINARIES

A. Notations

We adopt the block vector convention (a, b) =[︁
aT bT

]︁T
for any vectors a and b. Using this notation, a

trajectory vector is written as x = (x1, x2, . . . , xN ), where
each xk denotes the state at time index k.

For any vector ω = (ωx, ωy, ωz) ∈ R3, we define the
corresponding skew-symmetric matrix:

S(ω) =

⎡⎣ 0 −ωz ωy

ωz 0 −ωx

−ωy ωx 0

⎤⎦ ,
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which satisfies S(ω) v = ω × v for any v ∈ R3. We also
define the quaternion kinematics matrix:

Ω(ω) =

[︃
0 ωT

−ω S(ω)

]︃
.

B. Quaternion Kinematics and Rotation Maps

Euler angles are a conventional representation for rigid
body orientation but suffer from singularities (gimbal lock)
at specific configurations, which can impair numerical
stability in control and planning. To avoid these issues,
we adopt unit quaternions, which provide a globally non-
singular and compact representation of three-dimensional
rotations using four parameters.

The quaternion algebra H is identified with R4 and
denotes the set of quaternions:

H = {q = q0 + q1i+ q2j + q3k | qi ∈ R} ,
where q0 is the scalar part and qv = (q1, q2, q3) ∈ R3 is
the vector part. A unit quaternion satisfies ∥q∥ = 1 and
lies on the unit 3-sphere:

S3 = {q ∈ H | ∥q∥ = 1} .
A rotation by angle θ about a unit vector e ∈ R3 is

represented by the quaternion, q =
(︁
cos θ

2 , e sin
θ
2

)︁
, which

lies on S3 by construction.
The corresponding rotation matrix R(q) mapping

inertial-frame vectors into the body frame is:

R(q) =
(︁
q20 − ∥qv∥2

)︁
I3 + 2q0S(qv) + 2qvq

T
v .

C. First-Order Optimization

First-order methods address constrained optimization
by combining gradient steps with proximal or projection
operations [41]. Their low per-iteration cost and ability
to exploit problem structure make them well-suited for
embedded and large-scale applications.

A prominent example is the Alternating Direction
Method of Multipliers (ADMM), which introduces aux-
iliary variables to decompose complex problems and
iteratively updates primal and dual variables through
alternating minimization [42].

Consider a constrained optimization problem of the
form:

minimize
x∈C

g(x),

which can be reformulated as:
minimize

x,z
g(x) + IC(z)

subject to x = z,

where IC(·) is the indicator function of the set C.
ADMM solves this via the augmented Lagrangian:

Lρ(x, z, u) = g(x) + IC(z) +
ρ

2
∥x− z + u∥2,

with the following update rules:

x(k+1) = proxg/ρ
(︁
z(k) − u(k)

)︁
,

z(k+1) = ΠC
(︁
x(k+1) + u(k)

)︁
,

u(k+1) = u(k) + x(k+1) − z(k+1),

where ΠC denotes the Euclidean projection onto the set C.
Convergence is typically assessed using the primal and

dual residuals:

r(k+1)
p =∥x(k+1)−z(k+1)∥, r

(k+1)
d =ρ∥z(k+1)−z(k)∥,

and the algorithm terminates once both residuals fall below
predefined tolerances.

While convergence guarantees hold when C is convex,
many real-world problems involve nonconvexities (e.g.,
nonlinear dynamics or conic constraints). In such cases,
projection steps may not be nonexpansive, and global
convergence cannot be ensured. Nevertheless, first-order
projection methods have demonstrated practical effective-
ness in many nonconvex settings [35], [36].

Recent studies [43], [44], [45] provide partial theo-
retical support for the behavior of these methods under
nonconvexity and inexact updates.

D. Nonlinear Control via First-Order Optimization

We consider a general discrete-time nonlinear optimal
control problem, where the objective is to determine a
control sequence that minimizes a performance cost while
satisfying dynamics and operational constraints.

The problem can be formulated as:
minimize

x,u
g(u0, . . . , uN−1, x1, . . . , xN )

subject to xN = xdes,

xt+1 = f0(xt, ut),

(xt+1, ut) ∈ Ccont , ∀t ∈ {0, . . . , N − 1},
where xt and ut denote the state and control input at
time step t, and f0(xt, ut) represents the nonlinear system
dynamics. The cost function g(·) may capture control
effort, tracking error, or other performance criteria. The
initial condition is fixed as x0 = xinit, and each constraint
set Ccont = CXt × CUt encodes allowable regions for state
and control.

To handle the nonlinear dynamics constraint, we
assume a control-affine structure:

f0(xt, ut) = Atxt +Btut + f(xt),

and introduce auxiliary variables st = f(xt) to isolate the
nonlinear term. Define the set

Cdynt = { (st, xt) | st = f(xt) },
so that the nonlinear relationship is expressed implicitly.
This separation facilitates compatibility with ADMM,
enabling constraint enforcement via modular projection
steps.

The reformulated problem becomes:
minimize

x,u,s
g(u0, . . . , uN−1, x1, . . . , xN )

subject to xN = xdes,

xt+1 = Atxt +Btut + st,

(st, xt) ∈ Cdynt ,

(xt+1, ut) ∈ Ccont ,

(1)

for all t ∈ {0, . . . , N − 1}.
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This formulation decouples the linear update rule from
the nonlinear component, allowing each constraint to be
handled independently via projection.

Problem (1) is compatible with an ADMM scheme,
in which constraints such as Cdynt and Ccont are enforced
through separate projection operations.

By reformulating the problem as

minimize
y,z

g(y) + IC(z)

subject to Cy = d+ z,

one can alternate between updating y via a structured
quadratic subproblem, projecting z onto the constraint set
C, and updating the dual variable accordingly.

This modular decomposition supports efficient imple-
mentation and allows for the integration of approximate
or learned projection operators. As a result, the solver
can accurately enforce dynamics while flexibly handling
a wide range of operational constraints [36], [38], [39].

III. PROBLEM STATEMENT: QUATERNION
ATTITUDE MANEUVER PLANNING

This section formalizes the optimal attitude maneuver
planning problem for spacecraft equipped with reaction
wheel systems. The objective is to compute control
torque inputs that steer the spacecraft between designated
orientations, while satisfying dynamic constraints, actuator
limits, and mission-specific pointing requirements. The
quaternion-based kinematic and dynamic models are first
introduced, followed by orientation constraints expressed
as quadratic conditions, and finally the complete optimal
control problem is formulated.

A. Quaternion Attitude Dynamics

The quaternion-based rigid body dynamics [46] are
given by

q̇ = −1

2
Ω(ω)q,

ω̇ = −J−1S(ω)Jω + J−1u,

where q ∈ R4 is the unit quaternion, ω ∈ R3 is the
angular velocity vector in the body frame, u ∈ R3 is
the applied control torque, and J ∈ R3×3 is the positive
definite moment of inertia matrix. The matrix Ω(ω) ∈
R4×4 encodes the quaternion kinematics, and S(ω) is the
skew-symmetric matrix corresponding to the cross product
with ω.

REMARK 1 (Unit-quaternion invariance in continuous time)
From q̇ = − 1

2 Ω(ω)q with Ω(ω)T = −Ω(ω), it follows that

d

dt
∥q(t)∥2 = 2 q(t)T q̇(t) = − q(t)TΩ(ω(t)) q(t) = 0,

so ∥q(t)∥ is an invariant of the continuous dynamics. In
particular, if ∥q(t0)∥ = 1 then ∥q(t)∥ = 1 for all t.

xBody yBody

zBody

rF

θF vF

Fig. 1. Illustration of a keep-out (forbidden) cone constraint, where
the body-frame direction vF must avoid pointing within an angle θF of

the inertial vector rF, typically representing hazardous or occluded
regions.

xBody yBody

zBody

rM

θM vM

Fig. 2. Illustration of a keep-in (mandatory) cone constraint, where
the body-frame direction vM is required to maintain alignment within

an angular deviation θM from the inertial reference vector rM.

B. Pointing-Cone Constraints as Quadratic Forms

Mission-specific pointing requirements often impose
constraints on the spacecraft’s attitude during maneuvers.
These are typically categorized as either keep-out con-
straints, which define regions to be avoided (Figure 1),
or keep-in constraints, which specify regions the attitude
must remain within (Figure 2). Both types of conditions
are naturally represented as conic regions in the body
frame.

Let v ∈ R3 be a fixed direction in the body frame
(e.g., aligned with a sensor axis), and let r ∈ R3 be a
reference direction in the inertial frame (e.g., pointing
toward the Sun or a target star). The spacecraft orientation
is described by the rotation matrix R(q), determined by
the unit quaternion q ∈ R4, which maps inertial vectors
into the body frame.

The cosine of the angle between v and r is given by
vTR(q)r, which admits a closed-form expression in terms
of quaternion components:

vTR(q)r = vT
(︁(︁
q20 − qTv qv

)︁
I3 + 2q0S (qv) + 2qvq

T
v

)︁
r,
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where q0 is the scalar part and qv ∈ R3 is the vector part
of the quaternion.

Using this, orientation constraints can be formulated
as quadratic forms in q.

A keep-out (forbidden) constraint requires that the
angle between the body-fixed direction vF and inertial
direction rF exceed a specified threshold θF:
vTFR(q)rF ≤ cos θF ⇐⇒ qTC(vF, rF, θF)q ≤ 0,

Conversely, a keep-in (mandatory) constraint requires
that the angle between vM and rM remain below a
threshold θM:
vTMR(q)rM ≥ cos θM ⇐⇒ qTC(vM, rM, θM)q ≥ 0,

where the matrix C(v, r, θ) ∈ R4×4 is defined as:

C(v, r, θ)=

[︃
vT r−cos θ vTS(r)T

S(r)v vrT +rvT−(vT r+cos θ)I3

]︃
.

For notational convenience, we define CF =
C(vF, rF, θF) and CM = C(vM, rM, θM) to represent the
constraint matrices for the keep-out and keep-in conditions,
respectively.

C. Constrained Quaternion Maneuver Optimization

The spacecraft maneuver planning problem is formu-
lated as an optimal control problem. The objective is
to compute a control torque profile u(t) that steers the
spacecraft from an initial condition to a desired terminal
state, while minimizing control effort and satisfying
dynamic, physical, and mission-specific cone constraints.

minimize
q(·),ω(·),u(·)

∫︂ tf

t0

∥u(t)∥2dt (2a)

subject to

[︃
q̇(t)
ω̇(t)

]︃
=

[︃
− 1

2Ω(ω)q(t)
−J−1S(ω)Jω(t)

]︃
+

[︃
0
J−1

]︃
u(t),

(2b)

q(t)T q(t) = 1, (2c)

q(t)TCFq(t) ≤ 0, (2d)

q(t)TCMq(t) ≥ 0, (2e)
∥u(t)∥∞ ≤ umax, ∥ω(t)∥∞ ≤ ωmax, (2f)
q(t0) = qinit, ω(t0) = ωinit, (2g)
q(tf ) = qdes, ω(tf ) = ωdes. (2h)

Here, constraint (2b) defines the nonlinear quaternion
dynamics, while (2c) enforces unit-quaternion normaliza-
tion. The quadratic cone constraints (2d)–(2e) ensure com-
pliance with keep-out and keep-in pointing requirements.
Bounds in (2f) reflect actuator and operational limitations,
and (2g)–(2h) specify the initial and terminal boundary
conditions.

The problem is inherently nonconvex due to the nonlin-
ear dynamics and quadratic orientation constraints, which
limits the applicability of conventional convex optimization
techniques without approximation. The proposed method
addresses this by employing a projection-based first-order
optimization framework that accommodates nonconvexities
while reducing computational overhead relative to repeated
convexification-based approaches.

IV. FIRST-ORDER OPTIMIZATION FRAMEWORK
FOR ATTITUDE MANEUVER PLANNING

This section presents a first-order optimization frame-
work for solving the constrained spacecraft attitude ma-
neuver problem introduced in Section III. Due to the
inherent nonconvexities in quaternion dynamics and orien-
tation constraints, classical convex optimization techniques
are inadequate. Our approach leverages the Alternating
Direction Method of Multipliers (ADMM) with projection-
based techniques capable of efficiently handling nonconvex
constraint sets.

A. Discretization and Dynamics Decomposition

We discretize the continuous-time problem in (2) using
a fixed time step ∆t. Let qt ∈ R4, ωt ∈ R3, and ut ∈ R3

denote the quaternion, body angular velocity, and control
torque at time index t, respectively. Define the state vector

xt :=

[︃
qt
ωt

]︃
∈ R7.

The continuous-time rigid-body attitude dynamics in (2)
can be written in control-affine form as

ẋ(t) = Bcu(t) + fc(x(t)), (3)

where

Bc :=

[︃
04×3

J−1

]︃
, fc(q, ω) :=

[︃
− 1

2Ω(ω)q

−J−1S(ω)Jω

]︃
.

A direct forward-Euler discretization of (3) gives

xt+1 = xt +∆tBcut +∆tfc(xt). (4)

Introducing an auxiliary variable νt to isolate the nonlinear
term yields the affine-plus-graph representation

xt+1 = xt +∆tBcut +∆tνt, νt = fc(xt).

This decomposition is useful for ADMM because the inter-
sample coupling is affine, while the nonlinear dynamics are
confined to the graph constraint νt = fc(xt). However, the
forward-Euler update does not preserve the unit-quaternion
geometry at the discrete level.

REMARK 2 (Quaternion norm drift under Euler propaga-
tion) Consider the quaternion component of (4):

qEt+1 =
(︂
I4 −

∆t

2
Ω(ωt)

)︂
qt. (5)

Since Ω(ωt)
T = −Ω(ωt), we have

∥qEt+1∥2 = qTt

(︂
I4 −

∆t

2
Ω(ωt)

)︂T(︂
I4 −

∆t

2
Ω(ωt)

)︂
qt

= ∥qt∥2 +
∆t2

4
qTt Ω(ωt)

TΩ(ωt)qt.

For the quaternion kinematics matrix used in this paper,
Ω(ωt)

TΩ(ωt) = ∥ωt∥2I4. Therefore,

∥qEt+1∥2 =
(︂
1 +

∆t2

4
∥ωt∥2

)︂
∥qt∥2.

Thus, even if ∥qt∥ = 1, the Euler-propagated quaternion
generally satisfies ∥qEt+1∥ > 1 unless ωt = 0. For bounded
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angular rates ∥ωt∥ ≤ ωmax over a fixed horizon T = N∆t,
the accumulated norm-square drift is bounded by

∥qEN∥2 ≤ ∥q0∥2
(︂
1 +

∆t2

4
ω2
max

)︂N

≤ ∥q0∥2 exp
(︂T∆t

4
ω2
max

)︂
.

Hence the accumulated drift vanishes as ∆t → 0, but
it is not identically zero for finite time steps. This drift
can introduce artificial inconsistency between the discrete
dynamics graph and the unit-quaternion constraint.

To remove this discretization-induced norm drift, the
quaternion kinematics are discretized using the exponential
map. Assuming zero-order hold on ωt over the interval
[tt, tt +∆t], the exact discrete update of

q̇(t) = −1

2
Ω(ωt)q(t)

is
qt+1 = Φq(ωt,∆t)qt, (6)

where the transition matrix Φq(ωt,∆t) is given by the
matrix exponential as,

Φq(ωt,∆t) := exp
(︂
− ∆t

2
Ω(ωt)

)︂
.

Let
αt :=

∆t

2
∥ωt∥.

Using Ω(ωt)
2 = −∥ωt∥2I4, the transition matrix admits

the closed form

Φq(ωt,∆t) = cos(αt)I4 −
∆t

2
sinc(αt)Ω(ωt),

where
sinc(α) :=

sinα

α
, sinc(0) := 1.

The removable singularity at α = 0 is evaluated using the
analytic extension of sinc(α).

REMARK 3 (Norm preservation of the exponential-map
update) Because Ω(ωt)

T = −Ω(ωt), the transition matrix
Φq(ωt,∆t) is orthogonal:

Φq(ωt,∆t)
TΦq(ωt,∆t) = I4.

Consequently,

∥qt+1∥ = ∥Φq(ωt,∆t)qt∥ = ∥qt∥.

Thus, if qt ∈ S3, then the exponential-map propagation
satisfies qt+1 ∈ S3 up to numerical roundoff. Unlike the
Euler update in (5), the exponential-map update does not
introduce artificial quaternion norm drift at the discrete
level.

The angular-velocity dynamics are discretized by a
first-order update:

ωt+1 = ωt +∆t
(︁
−J−1S(ωt)Jωt + J−1ut

)︁
. (7)

Combining (6) and (7), the discrete dynamics retain the
affine-plus-graph structure

xt+1 = xt +∆tBcut +∆tνt, (8)

but the nonlinear graph variable is now defined by

νt = fexp(qt, ωt), (9)

where

fexp(qt, ωt) :=

⎡⎣ (Φq(ωt,∆t)− I4) qt
∆t

−J−1S(ωt)Jωt

⎤⎦ . (10)

The first component of fexp is the exponential-map
quaternion increment divided by ∆t. As ∆t → 0, it
satisfies

(Φq(ωt,∆t)− I4) qt
∆t

= −1

2
Ω(ωt)qt +O(∆t),

so (10) is consistent with the continuous-time dynamics
while preserving the unit-quaternion geometry under finite-
step propagation.

Using (8)–(10), the discretized optimal control problem
is written as

minimize
q,ω,ν,u

N−1∑︂
t=0

∥ut∥2 (11a)

subject to

[︃
qt+1

ωt+1

]︃
=

[︃
qt
ωt

]︃
+∆tBcut +∆tνt, (11b)

νt = fexp(qt, ωt), (11c)

qTt+1qt+1 = 1, (11d)

qTt+1CFqt+1 ≤ 0, (11e)

qTt+1CMqt+1 ≥ 0, (11f)
∥ut∥∞ ≤ umax, ∥ωt+1∥∞ ≤ ωmax, (11g)
q0 = qinit, ω0 = ωinit, (11h)
qN = qdes, ωN = ωdes, (11i)
∀t ∈ {0, . . . , N − 1}.

The decision variables over the horizon are q =
(q1, . . . , qN ), ω = (ω1, . . . , ωN ), ν = (ν0, . . . , νN−1), and
u = (u0, . . . , uN−1), while q0 and ω0 are fixed by the
initial condition. The combination of (11b) and (11c)
separates the affine temporal coupling from the nonlin-
ear dynamics graph. The corresponding exponential-map
dynamics graph is

Cνexp :=

N−1∏︂
t=0

{(qt, ωt, νt) | νt = fexp(qt, ωt)} .

On any bounded angular-rate domain, fexp is smooth and
real analytic because the sinc term is evaluated through its
analytic extension at the origin. This graph structure is used
in the ADMM splitting to enforce nonlinear dynamical
consistency through the projection onto Cνexp.

REMARK 4 (Unit-quaternion enforcement in the discrete
ADMM problem) The exponential-map update preserves
the norm of a quaternion propagated through (6). However,
the primal update of ADMM is performed in the ambient
Euclidean space and may generate intermediate quaternion
variables that do not lie exactly on S3. Therefore, the unit-
quaternion constraint is explicitly enforced in the auxiliary
projection associated with

Cq =
{︁
q ∈ R4

⃓⃓
∥q∥ = 1, qTCFq ≤ 0, qTCMq ≥ 0

}︁
.
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B. ADMM Splitting with Auxiliary Variables

To solve the discretized optimal control problem using
ADMM, we reformulate the objective and constraints
into a structure suitable for alternating minimization.
ADMM operates by iteratively minimizing the augmented
Lagrangian with respect to the primal variables, followed
by proximal updates that enforce constraint satisfaction
via projections.

The terminal conditions on the state variables in (11i)
are relaxed and incorporated as soft penalty term in the
objective function with weight parameter λN .

To enable constraint decomposition, we introduce
auxiliary variables zq, zω, zν , and zu, which are duplicates
of the primal variables q, ω, ν, and u, respectively.
Additionally, split variables zqν and zων are introduced to
decouple the nonlinear dynamical consistency condition
ν = fexp(q, ω), resulting in a combined auxiliary variable
z = (zq, zω, zν , zu, zqν , zων ). Each auxiliary variable is
constrained to lie in a predefined set, and the associated
indicator function is included in the objective to enforce
membership in that set.

This reformulation leads to an ADMM objective
composed of a quadratic cost and multiple indicator terms,
enabling efficient, structure-exploiting updates for each
variable block:

minimize
q,ω,ν,u,z

N−1∑︂
t=0

∥ut∥2 +λN
(︁
∥qN−qdes∥2 + ∥ωN−ωdes∥2

)︁
+

N−1∑︂
t=0

(︂
ICu(zut ) + ICν (zνt , z

qν
t , zων

t )

+ ICq (zqt+1) + ICω (zωt+1)
)︂

subject to G(q, ω, ν, u) = 0,

ut − zut = 0, νt − zνt = 0,

qt − zqνt = 0, ωt − zων
t = 0,

qt+1 − zqt+1 = 0, ωt+1 − zωt+1 = 0,

∀t ∈ {0, . . . , N − 1},

where the constraint sets are defined as:

Cν = {(q, ω, ν) | ν = fexp(q, ω)} , (12a)
Cω = {ω | ∥ω∥∞ ≤ ωmax} , (12b)
Cu = {u | ∥u∥∞ ≤ umax} , (12c)

Cq =
{︁
q | ∥q∥ = 1, qTCFq ≤ 0, qTCMq ≥ 0

}︁
. (12d)

Here, G(q, ω, ν, u) denotes the stacked affine dynamics
residual in (11b), with q0 and ω0 fixed by (11h). Each
constraint set Cl enforces feasibility for a specific sub-
system: Cq ensures quaternion normalization and cone
compliance; Cν enforces nonlinear dynamical consistency
νt = fexp(qt, ωt); and Cu, Cω impose actuator and rate
limits.

C. Augmented Lagrangian and Optimization Structure

The augmented Lagrangian for this formulation, shown
in (13), incorporates all constraints using dual variables
and quadratic penalties to encourage feasibility.

The optimization proceeds by alternating the following
updates:

• Primal variable update: Minimize the augmented
Lagrangian with respect to the primal variables
(q, ω, ν, u), keeping auxiliary and dual variables fixed.

• Auxiliary variable update: Project the auxiliary
variables z = (zq, zω, zν , zu, zqν , zων ) onto their
respective constraint sets C, enforcing both convex
and nonconvex feasibility.

• Dual variable update: Perform standard dual ascent
to update the Lagrange multipliers w = (wq, wω, wν ,
wu, wqν , wων , wG), encouraging consensus between
primal and auxiliary variables.

The augmented Lagrangian is presented in two com-
plementary forms: the expanded form (13a) and the
compact form (13b). The expanded form shows explicit
summations over time steps, clarifying the contributions
of each constraint and penalty term. This is useful for
implementation and interpretation, especially in analyzing
temporal coupling introduced by dynamics and constraint
duplications.

The compact form instead aggregates the variables
into block vectors (e.g., q = (q1, . . . , qN )), emphasizing
the overall structure of the problem as a block-separable
augmented Lagrangian.

This formulation naturally supports ADMM-based de-
composition. Because the indicator functions and quadratic
penalties are separable across time and variable types,
projection steps onto sets such as Cu, Cω, Cq, and Cν
can be performed in parallel across time indices. This
separability improves computational efficiency and may be
advantageous for resource-limited guidance computation.
In the following sections, we leverage this modularity to
design a projection-based solver. Each constraint set is han-
dled using specialized projection operators: some convex
and closed-form, others nonconvex but computationally
tractable via geometric or analytical methods.

D. Primal Variable Update: Regularized
Least-Squares Solve

The primal variable update step in (14) corresponds to
solving a regularized multi-objective least-squares problem
for (q, ω, ν, u). This minimization aggregates the dynamics
residual, control effort, and consensus penalties across all
variable types. The resulting subproblem is convex and
can be solved efficiently using sparse linear algebra or
custom solvers that exploit problem structure.

E. Auxiliary Variable Update: Projection Operators

The auxiliary variable update step in ADMM is
performed using proximal operators. Each variable in the
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Augmented Lagrangian

Lρ(q, ω, ν, u, z, w) =

N−1∑︂
t=0

(︂
∥ut∥2 + ICu(zut ) + ICν (zνt , z

qν
t , zων

t ) + ICq (zqt+1) + ICω (zωt+1)
)︂

(13a)

+ λN

(︂
∥qN − qdes∥2 + ∥ωN − ωdes∥2

)︂
+
ρ

2

{︂
∥G(q, ω, ν, u) + wG∥2

+

N−1∑︂
t=0

(︂
∥ut − zut + wu

t ∥2 + ∥νt − zνt + wν
t ∥2 + ∥qt − z

qν
t + wqν

t ∥2

+ ∥ωt − zων
t + wων

t ∥2 + ∥qt+1 − zqt+1 + wq
t+1∥

2 + ∥ωt+1 − zωt+1 + wω
t+1∥2

)︂}︂
= ∥u∥2 + λN

(︁
∥qN − qdes∥2 + ∥ωN − ωdes∥2

)︁
(13b)

+

N−1∑︂
t=0

(︂
ICu(zut ) + ICν (zνt , z

qν
t , zων

t ) + ICq (zqt+1) + ICω (zωt+1)
)︂

+
ρ

2

{︂
∥G(q, ω, ν, u) + wG∥2 + ∥u− zu + wu∥2 + ∥ν − zν + wν∥2

+ ∥q − zqν + wqν∥2 + ∥ω − zων + wων∥2 + ∥q − zq + wq∥2 + ∥ω − zω + wω∥2
}︂

Primal Variable Update

(q, ω, ν, u)(k+1) = argmin
q,ω,ν,u

{︃
∥u∥2 + λN

(︁
∥qN − qdes∥2 + ∥ωN − ωdes∥2

)︁
+
ρ

2

(︂
∥G(q, ω, ν, u) + wG,(k)∥2 (14)

+ ∥u− zu,(k) + wu,(k)∥2 + ∥ν − zν,(k) + wν,(k)∥2 + ∥q − zqν ,(k) + wqν ,(k)∥2

+ ∥ω − zων ,(k) + wων ,(k)∥2 + ∥q − zq,(k) + wq,(k)∥2 + ∥ω − zω,(k) + wω,(k)∥2
)︂}︃

vector z is updated by projecting onto its corresponding
constraint set, as defined in (12). The overall constraint set
C is the intersection of these sets, including both convex
and nonconvex subsets.

For convex sets (e.g., input and rate constraints),
standard Euclidean projections are used. For nonconvex
sets (e.g., nonlinear dynamics constraints), projection is
handled using direct geometric projection or iterative
projection, which efficiently enforces feasibility without
requiring full convex reformulation.

1. Update zq via analytical projection onto pointing cones
The set Cq encodes the unit-quaternion constraint

together with cone-type orientation constraints, includ-
ing keep-in and keep-out pointing requirements. Unit-
quaternion normalization is explicitly enforced in the
projection step. The exponential-map discretization pre-
serves the unit-quaternion manifold at the discrete level,
as discussed in Remark 3. Therefore, the normalization
projection is consistent with the nonlinear dynamics graph
projection and does not introduce an artificial residual
floor. Therefore, we perform the update

z
(k+1)
q,t = ΠCq

(︁
q
(k+1)
t + w

q,(k)
t

)︁
,

enforcing both normalization and the cone constraints.
In order to enforce the keep-in (mandatory) and keep-

out (forbidden) visibility constraints, solving the following

optimization problem (16) is required.

minimize
q∈S3

∥q − q̄∥2 (16a)

subject to qTCM q ≥ 0, (or qTCF q ≤ 0, ) (16b)

where the objective minimizes deviation from the given
quaternion q̄, and the constraints enforce quadratic cone
bounds.

Note that the problem is nonconvex due to the
indefiniteness of the corresponding quadratic constraint
matrices CM and CF. However, rather than solving
this nonconvex problem directly, we adopt an efficient
analytical approximation based on geometric reasoning:

LEMMA 1 (Geometric projection onto a single cone on
S3) Let q̄ ∈ S3 be a unit quaternion (current attitude),
v ∈ R3 a fixed body-axis, and r ∈ R3 a fixed inertial
vector. Define the body-frame inertial vector s = R(q̄) r,
the rotation axis e = (s × v)/∥s × v∥, and the present
angle θ̄ = arccos

(︁
vT s

)︁
.

(a) Keep-in cone (for vTR(q)r ≥ cos θM): If θ̄ ≤ θM, the
optimal update is q∗ = q̄. If θ̄ > θM, set

δ = θ̄ − θM,

and form the corrective quaternion qd =
(︁
cos δ

2 , e sin δ
2

)︁
.

Then the projected quaternion

q∗ = qd ⊗ q̄
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Projection onto Feasible Sets

z
q,(k+1)
t = argmin

zq
t

{︂
ICq (zqt ) +

ρ

2
∥q(k+1)

t − zqt + w
q,(k)
t ∥2

}︂
= ΠCq (q

(k+1)
t + w

q,(k)
t ) = ΠCq (q̄t)

z
ω,(k+1)
t = argmin

zω
t

{︂
ICω (zωt ) +

ρ

2
∥ω(k+1)

t − zωt + w
ω,(k)
t ∥2

}︂
= ΠCω (ω

(k+1)
t + w

ω,(k)
t ) = ΠCω (ω̄t)

z
u,(k+1)
t = argmin

zu
t

{︂
ICu(zut ) +

ρ

2
∥u(k+1)

t − zut + w
u,(k)
t ∥2

}︂
= ΠCu(u

(k+1)
t + w

u,(k)
t ) = ΠCu (ūt)⎡⎢⎣z

qν ,(k+1)
t

z
ων ,(k+1)
t

z
ν,(k+1)
t

⎤⎥⎦= argmin
(zqν

t ,zων
t ,zν

t )

⎧⎪⎨⎪⎩ICν

⎛⎝⎡⎣zqνtzων
t

zνt

⎤⎦⎞⎠+
ρ

2

⃦⃦⃦⃦
⃦⃦⃦
⎡⎢⎣q

(k+1)
t −zqνt +w

qν ,(k)
t

ω
(k+1)
t −zων

t +w
ων ,(k)
t

ν
(k+1)
t −zνt +w

ν,(k)
t

⎤⎥⎦
⃦⃦⃦⃦
⃦⃦⃦
2⎫⎪⎬⎪⎭=ΠCν

⎛⎜⎝
⎡⎢⎣q

(k+1)
t +w

qν ,(k)
t

ω
(k+1)
t +w

ων ,(k)
t

ν
(k+1)
t +w

ν,(k)
t

⎤⎥⎦
⎞⎟⎠=ΠCν

⎛⎝⎡⎣q̄tω̄t

ν̄t

⎤⎦⎞⎠

solves

minimize
q∈S3

∥q − q̄∥2 subject to qTCM q ≥ 0.

(b) Keep-out cone (for vTR(q)r ≤ cos θF): If θ̄ ≥ θF, the
optimal update is q∗ = q̄. If θ̄ < θF, set

δ = θ̄ − θF,
and define qd =

(︁
cos δ

2 , e sin δ
2

)︁
. Then q∗ = qd⊗ q̄ solves

minimize
q∈S3

∥q − q̄∥2 subject to qTCF q ≤ 0.

In both cases q∗ is unique unless s ∥ v (in which case
any e ⊥ v yields the same objective), and ∥q∗∥ = 1.

Proof:
For unit quaternions, the Euclidean distance and geodesic
distance on S3 are monotonically related: for q, q̄ ∈ S3,

∥q − q̄∥2 = 2
(︁
1−

⃓⃓
⟨q, q̄⟩

⃓⃓)︁
= 2

(︁
1− cos(∆/2)

)︁
,

where ∆ is the principal relative rotation angle. Thus
minimizing ∥q − q̄∥2 over S3 is equivalent to minimizing
∆.

Recall that s = R(q̄)r. A left-multiplication by
qd =

(︁
cos α

2 , e sin
α
2

)︁
rotates s about the axis e by angle

α inside the body frame. Constraining e ∥ (s× v) changes
only the angle between s and v while achieving the
smallest α required to meet the inequality with equality
(θ̄ ↦→ θM for keep-in or θ̄ ↦→ θF for keep-out). Any other
axis would need a strictly larger α to restore feasibility.
Since the resulting attitude change is exactly ∆ = α,
qd ⊗ q̄ minimizes the spherical (hence Euclidean-on-S3)
distance among feasible unit quaternions. Uniqueness
follows except in the degenerate case s ∥ v, where any
axis orthogonal to v yields the same minimal α.

2. Update (zω, zu) via projection onto ℓ∞-norm boxes
The constraint sets Cω and Cu impose uniform upper

bounds on the infinity norms of the control torque and
angular velocity vectors, respectively. Explicitly, these sets
are defined as:

Cω = {ω | ∥ω∥∞ ≤ ωmax}, Cu = {u | ∥u∥∞ ≤ umax}.
The ℓ∞-norm constraint defines axis-aligned cubes

in R3, centered at the origin, and it enforces that no

Fig. 3. Projection onto Cω = {ω | ∥ω∥∞ ≤ ωmax}.

component of the vector exceeds a maximum absolute
value, and that this bound is uniform across all directions.

Because both Cu and Cω are convex and have simple
box-shaped geometry, the projection of any vector onto
these sets admits a closed-form solution. In particular, each
component of the input vector is “saturated” independently
to fall within the accepted interval, as shown in Figure 3.
This projection is non-expansive, meaning it does not
increase the distance between any two projected vectors,
and can be performed in parallel across time steps and
dimensions.

Applying this principle to the ADMM update step for
zω and zu, we obtain the following efficient, closed-form
updates:

ΠCω (ω̄) = min (|ω̄|, ωmax) · sign(ω̄),
ΠCu(ū) = min (|ū|, umax) · sign(ū).

These projections are performed independently across
time steps and dimensions, which can be advantageous
for computationally constrained guidance applications.

3. Update (zqν , zων , zν) via iterative projection onto the
dynamics graph
The constraint set Cν represents the graph of the

nonlinear dynamics function fexp(x), where x = (q, ω).
As shown in Figure 4, the projection ΠCν (x̄, ν̄) seeks
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(x̄, ν̄)

ΠCν (x̄, ν̄)

Cν = { (x, ν) | ν = fexp(x) }

Fig. 4. Orthogonal projection of
(︁
x̄, ν̄

)︁
onto the nonconvex set

Cν = {(x, ν) | ν = fexp(x)} describing the graph of the nonlinear
function fexp(·).

the closest point on this graph to a given pair (x̄, ν̄).
This projection step is inherently nonconvex due to the
nonlinearity of fexp(x).

To perform this projection efficiently, we recast it as
a nonlinear least-squares problem:

minimize
x,ν

∥x− x̄∥2 + ∥ν − ν̄∥2

subject to ν = fexp(x).

where x̄ and ν̄ are the current iterate values from the
ADMM update.

Substituting the constraint ν = fexp(x) into the
objective yields the following unconstrained optimization
problem.

minimize
x

∥x− x̄∥2 + ∥fexp(x)− ν̄∥2

This problem is solved numerically using the
Levenberg–Marquardt (LM) algorithm [47], [48]. At each
inner iteration κ, the function fexp(x) is approximated by
its first-order Taylor expansion around x(κ):

fexp(x) ≈ f̂exp
(︁
x;x(κ)

)︁
= ∇fexp, x

(︁
x(κ)

)︁(︁
x− x(κ)

)︁
+ fexp

(︁
x(κ)

)︁
.

The update for x(κ) is then obtained by minimizing a
regularized least-squares cost:

minimize
x

∥x−x̄∥2+∥f̂exp
(︁
x;x(κ)

)︁
−ν̄∥2+η∥x−x(κ)∥2

where η > 0 is the LM damping parameter that ensures
numerical stability.

The iteration terminates once the update amount falls
below a convergence criterion:

∥x(κ+1) − x(κ)∥ ≤ εLM,
where εLM is a predefined threshold for projection accu-
racy.

In the implementation, the LM iteration at ADMM iter-
ation k and time index t is initialized at the preprojection
point

x
(k)
t,0 = x̄

(k)
t = (q̄

(k)
t , ω̄

(k)
t ),

which is obtained from the primal update and the scaled
dual variable. This initialization is natural for the Euclidean
graph projection because the first term in the reduced
projection objective penalizes deviation from x̄

(k)
t . The

projected auxiliary variable is then set to

(zqνt , zων
t , zνt ) = (x

(k)
t,LM, fexp(x

(k)
t,LM)).

Despite the nonconvexity of Cν , this projection step
remains computationally tractable due to the structure of
fexp(x) and the availability of Jacobians. Moreover, the
projection is performed independently for each time step
t, enabling parallel execution across the horizon. This
parallelizability is beneficial for efficient implementation,
allowing complex nonlinear constraints to be handled in
a scalable manner.

F. Dual Variable Update

The dual variables are updated using standard dual
ascent steps. These updates promote consensus between
the primal variables and their associated auxiliary copies.
Specifically, the updates at ADMM iteration k + 1 are
given by:

wG,(k+1) = wG,(k) +G
(︁
q(k+1), ω(k+1), ν(k+1), u(k+1)

)︁
,

w
q,(k+1)
t = w

q,(k)
t + q

(k+1)
t − zq,(k+1)

t ,

w
ω,(k+1)
t = w

ω,(k)
t + ω

(k+1)
t − zω,(k+1)

t ,

w
qν ,(k+1)
t = w

qν ,(k)
t + q

(k+1)
t − zqν ,(k+1)

t ,

w
ων ,(k+1)
t = w

ων ,(k)
t + ω

(k+1)
t − zων ,(k+1)

t ,

w
ν,(k+1)
t = w

ν,(k)
t + ν

(k+1)
t − zν,(k+1)

t ,

w
u,(k+1)
t = w

u,(k)
t + u

(k+1)
t − zu,(k+1)

t .

These updates are applied for each time step t ∈
{0, . . . , N − 1} and can be computed in parallel. This
decentralized structure is central to the efficiency of the
proposed ADMM framework.

G. Residual and Stopping Criteria

Two types of residuals are defined to monitor the
convergence of the algorithm: the primal residual and the
dual residual. In the ADMM framework, these residuals
measure feasibility violations and the progress of the dual
variables, respectively.

The residuals at iteration k+1 are computed as follows:

• Primal residual:

p(k+1) =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

G(q(k+1), ω(k+1), ν(k+1), u(k+1))
q(k+1) − zq,(k+1)

ω(k+1) − zω,(k+1)

q(k+1) − zqν ,(k+1)

ω(k+1) − zων ,(k+1)

ν(k+1) − zν,(k+1)

u(k+1) − zu,(k+1)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
,
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• Dual residual:

d(k+1) =

⎡⎢⎢⎢⎢⎢⎢⎣
zq,(k) − zq,(k+1)

zω,(k) − zω,(k+1)

zqν ,(k) − zqν ,(k+1)

zων ,(k) − zων ,(k+1)

zν,(k) − zν,(k+1)

zu,(k) − zu,(k+1)

⎤⎥⎥⎥⎥⎥⎥⎦ .

The algorithm is considered to have converged when
both residuals fall below specified tolerance thresholds:

∥p(k+1)∥ ≤ εprimal, ∥d(k+1)∥ ≤ εdual.

These stopping conditions are designed to promote
feasible and stable iterates, making them useful for efficient
trajectory optimization and warm-starting in receding-
horizon schemes. The stopping thresholds are selected with
reference to the standard absolute and relative ADMM
criteria in [42]; the resulting values are then refined through
preliminary numerical runs to balance feasibility accuracy
and computational cost.

H. Projection Accuracy and ADMM Convergence

Nonconvex ADMM does not have the general conver-
gence guarantees available in the convex setting. Existing
results typically require bounded iterates, sufficient descent,
regular subproblems, Kurdyka–Łojasiewicz structure, and
controlled inexactness [43], [49], [50]. The purpose of this
subsection is therefore not to prove global convergence for
arbitrary nonconvex instances, but to state a conditional
local stationarity result for the proposed projection-based
splitting. We first summarize the projection-error models
for the multi-cone attitude projection and the Levenberg–
Marquardt (LM) dynamics graph projection, and then
incorporate these errors into an inexact two-block ADMM
analysis.

1. Projection Accuracy
For a single keep-in or keep-out cone, Lemma 1 gives

the nearest correction on S3. With simultaneous cone
constraints, the attitude projection at time index t is viewed
as the Euclidean projection onto

Qt :=
{︁
q ∈ R4

⃓⃓
h(q) = 0, gℓ,t(q) ≤ 0, ℓ = 1, . . . , nc

}︁
,

where h(q) := qT q − 1. The keep-out and keep-in
inequalities are written in the unified form

gF,i,t(q) := qTCF,i,tq ≤ 0,

gM,j,t(q) := −qTCM,j,tq ≤ 0.

For a preprojection quaternion q̄t, the exact multi-cone
projection is

ΠQt
(q̄t) ∈ argmin

q∈Qt

1

2
∥q − q̄t∥2. (19)

Since (19) generally admits no closed-form solution for
multiple simultaneous cones, the implemented projection
applies the single-cone correction cyclically over the active
keep-in and keep-out constraints and is therefore treated

as an approximate projection. For a candidate q̂t, define
the projection KKT residual

Rt(q̂t, q̄t) := |h(q̂t)|+ ∥[gt(q̂t)]+∥∞
+ inf

λ0∈R, λ≥0

[︂⃦⃦
q̂t − q̄t + λ0∇h(q̂t) +

nc∑︂
ℓ=1

λℓ∇gℓ,t(q̂t)
⃦⃦

+ ∥λ ◦ gt(q̂t)∥∞
]︂
, (20)

where gt = (g1,t, . . . , gnc,t).
The dynamics projection is the projection onto the

exponential-map graph

Cνexp,t := {(xt, νt) | νt = fexp(xt)}, xt := (qt, ωt).

After eliminating νt, the exact graph projection is deter-
mined by

x⋆t ∈ argmin
x

ψt(x; x̄t, ν̄t), (21)

ψt(x; x̄t, ν̄t) :=
1

2
∥x− x̄t∥2 +

1

2
∥fexp(x)− ν̄t∥2. (22)

The LM output x̂(k)t at ADMM iteration k is measured
by the reduced first-order residual

St(x̂(k)t ; x̄
(k)
t , ν̄

(k)
t ) :=

⃦⃦
∇xψt(x̂

(k)
t ; x̄

(k)
t , ν̄

(k)
t )

⃦⃦
, (23)

where

∇xψt(xt; x̄t, ν̄t) = xt− x̄t +∇fexp(xt)T (fexp(xt)− ν̄t) .

ASSUMPTION 1 (Regular local projections) In a neighbor-
hood of the limiting projection points, the following hold.
For the cone projection (19), a) Qt is nonempty, b) the
projection is locally unique, c) the active gradients of h
and gℓ,t satisfy LICQ, d) and the second-order sufficient
condition holds. For the graph projection (22), e) fexp
is continuously differentiable, f) the local minimizer is
unique, and g) ∇2

xxψt is positive definite at the limiting
solution.

PROPOSITION 1 (Local projection-error bounds) Suppose
Assumption 1 holds. Then, in a sufficiently small regular
neighborhood, there exist constants κt, γ′t > 0 such that

dist (q̂t,ΠQt
(q̄t)) ≤ κtRt

(︁
q̂t, q̄t

)︁
, (24)⃦⃦

(x̂t, fexp(x̂t))−ΠCν
exp,t

(x̄t, ν̄t)
⃦⃦
≤ γ′tSt

(︁
x̂t; x̄t, ν̄t

)︁
. (25)

Thus, if the implemented projections satisfy, for all time
indices,

Rt

(︁
Π̃

(k)
Qt

(q̄
(k)
t ), q̄

(k)
t

)︁
≤ εk, St

(︁
x̂
(k)
t ; x̄

(k)
t , ν̄

(k)
t

)︁
≤ δk,

and, each projection residual tolerance εk, δk are
summable,

∞∑︂
k=0

εk <∞,
∞∑︂
k=0

δk <∞

then the stacked attitude and dynamics projection errors
satisfy

eq,k :=
⃦⃦⃦
Π̃

(k)
Q (q̄(k))−Π

(k)
Q (q̄(k))

⃦⃦⃦
≤ κ̄
√
N εk,

eν,k :=
⃦⃦⃦
Π̃Cν

exp
(x̄(k), ν̄(k))−ΠCν

exp
(x̄(k), ν̄(k))

⃦⃦⃦
≤ γ̄
√
N δk,
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where κ̄ := maxt κt and γ̄ := maxt γ
′
t. Consequently,

∞∑︂
k=0

εk <∞,
∞∑︂
k=0

δk <∞ ⇒
∞∑︂
k=0

(eq,k + eν,k) <∞.

(26)

Proof:
Under LICQ and the second-order sufficient condition, the
KKT system of (19) is strongly regular, which gives the
local residual error bound in (24). The positive-definite
Hessian condition for (22) gives the analogous inverse-
function and metric-regularity bound for the reduced graph
projection. The stacked bounds follow by summing the
per-node errors over the horizon.

REMARK 5 (Stacked projection interpretation) The quan-
tities eq,k and eν,k measure the difference between the
implemented componentwise projections and the exact
product projection ΠQ ×ΠCν

exp
in the local regular neigh-

borhood. They are not additional algorithmic variables;
they are the projection-error terms used in the inexact
ADMM model below.

REMARK 6 (Loss of local projection regularity) If the cone
intersection is empty, the exact projection is undefined. If
the projection is locally nonunique or the active gradients
lose rank, the local error bound in Proposition 1 need
not apply. These cases mark the boundary of the regular
projection neighborhood used in the convergence analysis.
If such cases are detected, possible recovery options
include a least-violation projection, relaxation of lower-
priority pointing constraints, reuse of the previous feasible
trajectory, or safe-hold fallback. The numerical examples
in this paper were designed with feasible cone configura-
tions and did not require these recovery steps, but the listed
mechanisms provide practical extensions for handling
degenerate or conflicting constraint configurations when
needed.

2. ADMM Convergence Analysis
Let y := (q, ω, ν, u) be the stacked primal trajectory

and let z := (zq, zω, zu, zdyn) collect the auxiliary vari-
ables, with zdyn := (zqν , zων , zν).

Define
C := Cq × Cω × Cu × Cνexp. (27)

The discretized problem can then be written as
minimize

y,z
ℓ(y) + IC(z)

subject to Ay + Bz = b,
(28)

where

ℓ(y) =

N−1∑︂
t=0

∥ut∥2 + λN
(︁
∥qN − qdes∥2 + ∥ωN − ωdes∥2

)︁
,

(29)
with the terminal penalty omitted when the terminal state
is imposed as an affine equality. With the scaled dual
variable w, the augmented Lagrangian is

Lρ(y, z, w) = ℓ(y)+IC(z)+
ρ

2
∥Ay+Bz−b+w∥2−ρ

2
∥w∥2.

(30)

The ADMM iteration is

y(k+1) ∈ argmin
y

Lρ(y, z
(k), w(k)), (31a)

z(k+1) ∈ argmin
z
Lρ(y

(k+1), z, w(k)), (31b)

w(k+1) = w(k) +Ay(k+1) + Bz(k+1) − b. (31c)

The auxiliary update is the product projection

ΠC = ΠCq ×ΠCω ×ΠCu ×ΠCν
exp
, (32)

implemented with the projection errors described in
Proposition 1. The primal and dual residuals are

r(k+1) := Ay(k+1) + Bz(k+1) − b,
s(k+1) := ρATB

(︁
z(k+1) − z(k)

)︁
. (33)

Define the total auxiliary projection error

ηk := eq,k + eν,k. (34)

By (26), summable projection residuals imply
∞∑︂
k=0

ηk <∞. (35)

ASSUMPTION 2 (ADMM regularity and inexactness) The
sequence {(y(k), z(k), w(k))} remains in a compact regular
neighborhood; the least-squares matrix in the y update
has full column rank; and the auxiliary projection error
ηk satisfies (35).

The function Lρ has the Kurdyka–Łojasiewicz property
on the compact regular neighborhoods considered here: ℓ
and the affine penalty are quadratic, Cu, Cω, and Cq are
described by finitely many box, sphere, and quadratic cone
constraints, and Cνexp is locally described by real analytic
equations on the bounded angular-rate domain.

THEOREM 1 (Conditional stationary convergence of the
ADMM iterates) Suppose that Assumptions 1 and 2 hold.
Then there exists ρ̄ > 0 such that, for every ρ > ρ̄, the
sequence generated by (31) has finite length,

∞∑︂
k=0

(︁
∥y(k+1) − y(k)∥+ ∥z(k+1) − z(k)∥

+ ∥w(k+1) − w(k)∥
)︁
<∞. (36)

Moreover, r(k) → 0, s(k) → 0, and the whole sequence
converges to a stationary point (y⋆, z⋆, w⋆) satisfying

0 = ∇ℓ(y⋆) + ρATw⋆,

0 ∈ NC(z
⋆) + ρBTw⋆,

0 = Ay⋆ + Bz⋆ − b.
(37)

If the active attitude constraints remain regular at the
limit, then (37) gives the KKT stationarity system of the
discretized attitude maneuver problem.

Proof:
The strongly convex least-squares y update, local Lipschitz
behavior of the regular projections, and sufficiently large
ρ yield the standard inexact nonconvex ADMM estimates

Lρ

(︁
y(k), z(k), w(k)

)︁
− Lρ

(︁
y(k+1), z(k+1), w(k+1)

)︁
≥ c1

(︁
∥y(k+1) − y(k)∥2 + ∥z(k+1) − z(k)∥2

)︁
− ηk,
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and

∥ξ(k+1)∥ ≤ c2
(︁
∥y(k+1) − y(k)∥+ ∥z(k+1) − z(k)∥

)︁
+ ηk,

where, ξ(k+1) ∈ ∂Lρ

(︁
y(k+1), z(k+1), w(k+1)

)︁
, for con-

stants c1, c2 > 0. Since
∑︁

k ηk < ∞ and Lρ has the
Kurdyka–Łojasiewicz property on the compact neighbor-
hood, the usual KL argument gives the finite-length prop-
erty (36). The dual update gives w(k+1) − w(k) = r(k+1),
hence r(k) → 0. The optimality condition of the y update
can be written as

0 = ∇ℓ(y(k+1)) + ρATw(k+1) + ρATB
(︁
z(k) − z(k+1)

)︁
,

which implies s(k) → 0 as ∥z(k+1) − z(k)∥ → 0. Passing
to the limit in the y- and z-optimality conditions and using
the consensus relation gives (37). At a regular attitude
point, the normal cone to Cq is generated by the active unit-
norm and cone-constraint gradients, so the split stationarity
conditions reduce to the KKT conditions of the discretized
problem.

REMARK 7 (Numerical projection tolerances) The se-
quences eq,k and eν,k represent the ideal projection errors
used in the asymptotic analysis. The summability condition
in Theorem 1 should be interpreted as a limiting model
in which the attitude and dynamics projection tolerances
are tightened along the ADMM iterations. The numerical
implementation uses fixed tolerances for computational
efficiency and therefore does not, by itself, constitute
an exact asymptotic realization of the summable-error
model. Instead, the reported primal residual, dual residual,
cone margins, cone projection residuals, and Levenberg–
Marquardt graph-projection residuals quantify the finite-
tolerance stationarity and feasibility accuracy achieved
by the implemented solver.

V. NUMERICAL EXPERIMENTS

This section presents numerical simulations for agile
fly-by observation missions. The mission is designed to
reorient the spacecraft such that its onboard sensor points
toward a target precisely at the moment of closest approach.
The terminal attitude is defined so that the camera boresight
(aligned with the body-frame x-axis) aligns with the line-
of-sight (LOS) vector to the target at minimum separation.
The terminal angular velocity is chosen to match the
angular rate of the LOS vector at this instant. A schematic
of the mission geometry is illustrated in Figure 5.

We evaluate two mission scenarios:

1) Agile fly-by observation without keep-in or keep-
out constraints.

2) Agile fly-by observation under both keep-in and
keep-out orientation constraints.

To further characterize the robustness and practical
applicability of the proposed method, we additionally
perform three simulation studies for the constrained fly-by
observation mission involving keep-out avoidance.

1) Monte Carlo trajectory generation simulation with
randomized initial conditions.

Fig. 5. Agile spacecraft fly-by observation mission.

2) Trajectory tracking simulation under model and
execution uncertainties.

3) Receding-horizon MPC simulation under model
and execution uncertainties.

All numerical simulations are compared against two
representative trajectory optimization baselines to evaluate
the computational performance and solution quality of the
proposed method.

The first baseline is a Sequential Convex Programming
(SCP) method implemented via cvxpy and solved using
the ECOS SOCP solver [51]. To improve numerical
stability, we employed a trust-region update strategy. At
each SCP iteration, the convexified subproblem minimizes
the penalized objective

JSCP = λobjf0(x) + λineq

m∑︂
i=1

(fi(x))+ + λeq

p∑︂
i=1

|hi(x)|,

where λineq and λeq are penalty weights for inequality
and equality constraint violations, respectively.

Let J (k−1)
true denote the nonlinear penalty cost evaluated

at the previous accepted iterate, Ĵ (k) the objective value
of the convexified subproblem, and J

(k)
true the nonlinear

penalty cost of the candidate solution. The predicted and
actual decreases are defined as

∆Ĵ (k) = J
(k−1)
true − Ĵ (k), ∆J (k) = J

(k−1)
true − J (k)

true.

The candidate solution is accepted if

∆J (k) ≥ ρscp∆Ĵ (k),

where ρscp is the acceptance ratio. If the candidate is
accepted, the trust-region radius is expanded; otherwise,
it is contracted:

r(k+1) =

{︄
γincr

(k), if accepted,
γdecr

(k), otherwise,

where γinc = 1.1 and γdec = 0.5 typically.
The SCP iteration is terminated when the trust-region

radius becomes smaller than the prescribed minimum
radius or when the maximum number of SCP iterations is
reached:

r(k) ≤ rmin or k ≥ kmax.

SHIN AND KIM: FIRST-ORDER OPTIMIZATION FOR CONSTRAINED QUATERNION MANEUVERS 13



TABLE I
Implementation environment.

Item Specification

CPU 13th Gen Intel(R) Core(TM) i5-13500
Operating system Windows 10, version 10.0.26200-SP0
Python Ver. 3.10.18, Anaconda distribution
NumPy / SciPy Ver. 1.26.4 / Ver. 1.15.3
cvxpy / CasADi Ver. 1.7.2 / Ver. 3.7.2

TABLE II
Simulation parameters for Scenario 1.

Parameter Value Unit

N 50 –
(t0, tf ) (0, 30) sec

∆t 0.6 sec

J (40, 50, 55) kgm2

qinit (1, 0, 0, 0) –
qdes (0.7071, 0, 0, -0.7071) –
ωinit (0, 0, 0) rad/s

ωdes (0.0, 0.0047, -0.2690) rad/s

ωmax 0.3 rad/s

umax 1.2 Nm
(φ, h) (2, 0) (deg,m)

The SCP subproblems are solved using the ECOS SOCP
solver [51]. For a fair comparison, the penalty weights are
tuned for each scenario.

The second baseline is a direct nonlinear programming
(NLP) formulation solved using IPOPT through CasADi.
The IPOPT baseline solves the same discretized trajectory-
optimization problem as in (11). For consistency with the
proposed method, the terminal state constraint is relaxed
as a quadratic penalty in the objective function, while the
remaining path constraints are enforced directly.

All methods are implemented and evaluated on the
same computing platform under identical mission scenar-
ios, horizon length, discretization time step, and initial
trajectory. The initial trajectory is generated using a
PD controller that enforces only the terminal quaternion
condition, with gains Kp = 0.4 and Kd = 1.5. For the
proposed method, the auxiliary consensus variables zi,
i ∈ {q, ω, u, ν, qν , ων}, are initialized from the correspond-
ing components of the initial trajectory, and all scaled dual
variables wj , j ∈ {G, q, ω, u, ν, qν , ων}, are initialized to
zero.

The hardware and software environment are summa-
rized in Table I.

A. Scenario 1: Unconstrained Fly-By Reorientation

The first scenario evaluates maneuver planning without
any conic orientation constraints: only the initial and
terminal boundary conditions are enforced.

The final attitude and angular velocity are computed
based on the relative geometry at closest approach. Specif-
ically, the terminal quaternion qdes is selected to align the
camera boresight (body x-axis) with the LOS vector to

TABLE III
Algorithm parameters for Scenario 1.

Proposed

Stopping criteria εprimal=10−4, εdual=10−3, εLM=10−3

Penalty weights (ρ, λN , η) = (1, 20, 10−3)
Max iter. 10000

SCP

Initial trust region r(0) = 1.0
Stopping criteria rmin = 10−3

Penalty weights (λobj, λineq, λeq) = (2, 1, 2)

Max iter. 20

IPOPT

Stopping criteria εIPOPT = 10−6

Penalty weights (λu, λN ) = (1, 20)

Max iter. 1000

TABLE IV
Optimal control cost, terminal error and computation time for Scenario

1.

Proposed SCP IPOPT

∥u∥2 22.8098 23.1548 22.8152
∥xtf − xdes∥ 0.0030 0.0185 0.0029

Computation time [sec] 0.9534 6.7065 0.1275

the target. The terminal angular velocity ωdes matches the
instantaneous LOS rate, ensuring smooth tracking across
the fly-by.

Simulation parameters and algorithmic parameters for
each method for this scenario are listed in Tables II–III.
The results are summarized in Table IV and Figures 6–8.

As shown in Table IV, the proposed projection-based
method achieves terminal performance comparable to that
of the baseline solvers. The terminal error is computed
as the deviation between the desired terminal state xdes
and the final state xN , obtained by integrating the original
nonlinear dynamics using the optimized control inputs.
The proposed method achieves the lowest control cost,
while maintaining a terminal error nearly identical to the
IPOPT result. Compared with SCP, the proposed method
provides both lower control cost and substantially smaller
terminal error. In terms of computation time, IPOPT is
the fastest for this scenario, whereas the proposed method
is significantly faster than SCP. These results show that
the proposed method achieves solution quality comparable
to direct NLP while avoiding the high computational cost
observed in the SCP baseline.

B. Scenario 2: Constrained Fly-By Reorientation with
Keep-In/Keep-Out Cones

In this scenario, the satellite performs a dual-purpose
maneuver: aligning with the observation target while
actively avoiding bright celestial objects, such as the Sun,
that could damage or saturate its sensors. At each time
step, the payload boresight must remain within a specified
angular range (θ2) relative to the target LOS vector
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Fig. 6. Scenario 1 spacecraft state and control histories. Top to
bottom: quaternion, body-frame angular velocity, and commanded

torque. Colors denote q0–q3 in black/red/green/blue and x/y/z axes in
red/green/blue.

Fig. 7. Convergence behavior of the proposed method for Scenario 1.
Primal and dual residuals (top), LM objective value (middle), and LM
iteration counts (bottom). The algorithm used termination tolerances of

εprimal = 10−4, εdual = 10−3, and εLM = 10−3.

Fig. 8. Attitude maneuver trajectory for Scenario 1. Proposed method
(solid) vs. SCP baseline (dashed). Both achieve the desired terminal

state under angular velocity constraints.

TABLE V
Simulation parameters for Scenario 2.

Parameter Value Unit

N 50 –
(t0, tf ) (0, 30) sec

∆t 0.6 sec
J (40, 50, 55) kgm2

qinit (0.7010, 0,−0.0856, 0.7081) –
qdes (0.5255, 0.4731,−0.5255, 0.4731) –
ωinit (0, 0, 0) rad/s

ωdes (0.0,−0.2670,−0.0328) rad/s

ωmax 0.3 rad/s
umax 1.2 Nm
(φ, h) (2, 0) (deg,m)

(θ1, θ2) (30, 8) (deg,deg)
r1, v1 (0.4108, 0.7469, 0.5228), (1, 0, 0) –

(keep-in constraint), while simultaneously maintaining a
minimum angular separation (θ1) from the Sun’s LOS
vector (keep-out constraint). These angular requirements
are encoded as quadratic cone constraints and enforced
throughout the maneuver.

Simulation parameters and algorithmic parameters are
summarized in Tables V–VI, and the results are shown in
Table VII and Figures 9–13.

The proposed method achieves the lowest control cost,
which is slightly lower than that of IPOPT and SCP. The
terminal error of the proposed method is comparable to
that of IPOPT and slightly larger than the SCP result.
Compared with Scenario 1, the terminal error increases,
which is likely due to the added keep-in and keep-
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TABLE VI
Algorithm parameters for Scenario 2.

Proposed

Stopping criteria εprimal=10−4, εdual=10−3, εLM=10−3

Penalty weights (ρ, λN , η) = (1, 10, 10−3)

Max iter. 10000

SCP

Initial trust region r(0) = 10−1

Stopping criteria rmin = 10−3

Penalty weights (λobj, λineq, λeq) = (10, 20, 20)

Max iter. 30

IPOPT

Stopping criteria εIPOPT = 10−6

Penalty weights (λu, λN ) = (1, 10)
Max iter. 1000

TABLE VII
Optimal control cost, terminal error and computation time for Scenario

2.

Proposed SCP IPOPT

∥u∥2 15.7673 17.8136 15.7965
∥xtf − xdes∥ 0.0215 0.0201 0.0214

Computation time [sec] 0.7870 16.0610 0.2005

Fig. 9. Scenario 2 state and control histories under keep-in/keep-out
constraints. Top to bottom: quaternion, body-frame angular velocity,
and commanded torque. Colors denote q0–q3 in black/red/green/blue

and x/y/z axes in red/green/blue.

Fig. 10. Convergence behaviors of the proposed method for Scenario
2. Primal and dual residuals (top), LM objective value (middle), and

LM iteration counts (bottom). The algorithm used termination
tolerances of εprimal = 10−4, εdual = 10−3, εLM = 10−3.

out constraints increasing the problem complexity and
reducing the relative influence of the penalized terminal
constraint. In terms of computation time, IPOPT is the
fastest, while the proposed method is substantially faster
than SCP. These results indicate that the proposed method
achieves competitive solution quality with a much lower
computational cost than the SCP baseline. Since the
SCP handles the constraints through penalty terms in the
objective, its longer computation time is partly due to the
additional convexification process. Thus, the computation
time advantage of the proposed method and IPOPT should
be interpreted in light of this formulation difference.

The residual convergence and optimization progress
are shown in Figure 10, demonstrating stable and rapid
convergence under the chosen stopping criteria.

To validate constraint satisfaction, Figures 11 and 12
show the trajectories of the Sun and target projected onto
the sensor boresight view. These pixel-plane plots are
computed from the quaternion state and LOS vectors. As
shown, every method effectively maintains visibility of
the target within the camera field of view, while keeping
the Sun safely outside the protected region with negligible
error.

C. Monte Carlo trajectory generation

The Monte Carlo trajectory generation simulation
investigates the robustness of the proposed method to
variations in the initial condition illustrated in Figure 14.
For each trial, the initial state is randomly perturbed
around the nominal condition, and the constrained fly-
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Fig. 11. Sun trajectory on the boresight view. Proposed (left) vs. SCP (middle) vs. IPOPT (right). The proposed method avoids the Sun
throughout the maneuver, satisfying the keep-out constraint in Scenario 2.

Fig. 12. Target trajectory on the boresight view (Scenario 2).
Proposed (top) vs. SCP (middle) vs. IPOPT (bottom). The proposed
method maintains continuous visibility within the prescribed angular

bound in Scenario 2.

Fig. 13. Attitude maneuver trajectory for Scenario 2. The proposed
method (solid) successfully steers toward the target while respecting

cone constraints.

by observation trajectory optimization problem is solved
independently using the proposed method, SCP, and
IPOPT.

All methods use the same mission scenario, horizon
length, discretization time step, and terminal objective.
After optimization, the computed control sequence is
propagated using nonlinear rigid-body dynamics, and the
success metrics are evaluated on the propagated trajectory.

A trial is classified as successful if the terminal attitude
error, terminal angular-rate error, keep-out violation, con-
trol bound, and angular rate bound satisfy the thresholds
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TABLE VIII
Success thresholds for Monte Carlo nominal trajectory generation.

Metric Value Unit Metric Value Unit

εq 2× 10−1 deg εω 2× 10−2 rad/s

εF 2× 10−1 deg εb 1× 10−6 –

Fig. 14. Monte Carlo planning geometry. The initial pointing region,
sampled initial directions, terminal pointing direction, and keep-out

region are shown on the unit sphere.

summarized in Table VIII. The Monte Carlo results are
used to compare the success rate, computational efficiency,
and solution quality of the three methods.

• Terminal attitude error:

efq = 2arccos
(︁⃓⃓
qTNqdes

⃓⃓)︁
≤ εq.

• Terminal angular-rate error:

efω = ∥ωN − ωdes∥ ≤ εω.

• Maximum keep-out constraint violation:

δmax
F = max

{︁
0,−mmin

F

}︁
≤ εF,

where

mmin
F = min

t=0,...,N

[︁
arccos

(︁
vTFR(qt)rF

)︁
− θF

]︁
.

• Control bound satisfaction:

max
t
∥ut∥∞ ≤ umax + εb.

• Angular-rate bound satisfaction:

max
t
∥ωt∥∞ ≤ ωmax + εb.

Tables IX and X summarize the Monte Carlo nominal
planning results for randomized initial attitudes. The
proposed method achieves the highest success rate of
98.4%, while SCP and IPOPT achieve success rates of
97.8% and 98.0%, respectively. Although SCP yields the
smallest mean terminal attitude error, it exhibits a nonzero
mean keep-out violation of 0.0746 deg and requires the

largest mean runtime of 4.6582 s. In contrast, the proposed
method satisfies the keep-out constraint on average with
zero mean violation, while maintaining a moderate mean
terminal attitude error of 0.1292 deg.

In terms of computational performance, IPOPT pro-
vides the shortest mean runtime of 0.4422 s, but it failed
to compute feasible solutions 8 times and reaches the max-
imum iteration limit of 1000 in some cases. This indicates
that the direct NLP formulation can be computationally
efficient when it converges, but its convergence reliability
is less robust under randomized initial conditions. The
proposed method requires a longer mean runtime than
IPOPT, but it is substantially faster than SCP and reports
no solver failures. Furthermore, the proposed method
obtains the lowest mean cost among the three methods,
indicating that it provides competitive solution quality
while maintaining reliable feasibility and convergence
behavior.

D. Trajectory tracking simulation

To assess the executability of the optimized constrained
trajectory under model and execution uncertainties, a
representative nominal solution is used as the reference
trajectory for feedback tracking. The corresponding opti-
mized state and control histories,{︁

qreft , ωref
t , ureft

}︁N

t=0
(38)

are used to define the feedforward and tracking terms.
The true plant is assumed to have an inertia mismatch,

Jtrue = J +∆J,

where Jtrue remains positive definite. For the diagonal
uncertainty case,

Jtrue = diag
(︁
J1(1 + δJ,1), J2(1 + δJ,2), J3(1 + δJ,3)

)︁
,

where |δJ,i| ≤ δ̄J .
The applied torque includes actuator gain error, con-

stant bias, and additive disturbance:

ût = satumax

(︁
Duu

cmd
t + ub + τd,t

)︁
, (39)

where

Du = diag(1 + δu,1, 1 + δu,2, 1 + δu,3).

The perturbed plant is propagated from the true state
as
qtruet+1 = Φq(ω

true
t ,∆t)qtruet ,

ωtrue
t+1 = ωtrue

t +∆tJ−1
true

[︁
ût−

(︁
ωtrue
t ×Jtrueωtrue

t

)︁]︁
.

(40)

Two execution modes are considered. In the perturbed
open-loop rollout, the nominal control sequence is applied
directly to the perturbed plant without feedback:

ucmd
t = ureft .

In the feedforward-PD tracking simulation, the mea-
sured state is used to compute the feedback tracking error.

The measured attitude and angular rate are modeled
as

q̂t = δqt ⊗ qtruet , ω̂t = ωtrue
t + ηω,t, (41)
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TABLE IX
Monte Carlo nominal planning performance over randomized initial attitudes.

Method Trials Success rate [%] Mean efq [deg] Mean δmax
F [deg] Mean runtime [s]

Proposed 500 98.4 0.1292 0.0 1.5415
SCP 500 97.8 0.0146 0.0746 4.6582
IPOPT 500 98.0 0.2993 0.0 0.4422

TABLE X
Solver benchmark summary for the Monte Carlo nominal planning.

Method Mean iter. Max iter. Solver Fail. Mean cost

Proposed 1228.276 1702 0 10.3361
SCP 9.17 13 0 11.0457
IPOPT 80.574 1000 8 10.6952

TABLE XI
Success thresholds for trajectory tracking and receding horizon MPC

simulation.

Metric Value Unit Metric Value Unit

εq 1.0 deg εω 2× 10−2 rad/s
εF 5× 10−1 deg εb 1× 10−6 –

where δqt represents the attitude measurement uncertainty
and ηω,t denotes the angular-rate measurement error.

δqt =
(︁
cos

ϵt
2
, at sin

ϵt
2

)︁
, ϵt ∼ N

(︁
0, (0.05 deg)2

)︁
,

The commanded torque is computed as

ucmd
t = satumax

(︁
ureft +Kqeq,t −Kωeω,t

)︁
.

The quaternion tracking error is defined using the measured
attitude:

qe,t = (q̂t)
−1 ⊗ qreft , qe,t ← sign(qe,t,0)qe,t,

and the attitude and angular-rate tracking errors are

eq,t = qe,t,v, eω,t = ω̂t − ωref
t .

The feedforward term retains the nominal optimized
control structure, while the feedback terms compensate for
trajectory deviations caused by inertia mismatch, actuator
uncertainty, measurement error, and external disturbances.

Table XIII summarizes the trajectory tracking sim-
ulation results. The perturbed open-loop result shows
a substantial degradation in terminal attitude accuracy,
increasing the terminal attitude error from 0.1301 deg for
the nominal reference to 4.2226 deg. This indicates that the
nominal control sequence alone is sensitive to model and
execution uncertainties when applied without feedback.

By contrast, the feedforward-PD tracking controller
significantly reduces the terminal error. The terminal
attitude error decreases to 0.4761 deg, and the RMS
attitude tracking error is reduced from 2.5374 deg in the
open-loop case to 0.2024 deg. The terminal angular-rate
error is also reduced from 0.0088 to 0.0035, showing
that the feedback terms compensate for the accumulated
deviation caused by the perturbed plant.

All three trajectories satisfy the keep-out constraint,
as indicated by the positive minimum angular margin and

TABLE XII
Uncertainty sources used in the perturbed-plant simulations.

Uncertainty source Distribution / bound

Inertia mismatch, δJ,i δJ,i ∼ U [−5%, 5%]

Actuator gain error, δu,i δu,i ∼ U [−2%, 2%]
Torque bias, ub ub ∼ U [−0.01umax, 0.01umax]3

Disturbance torque, τd,t τd,t ∼ N (0, (0.01umax)2I3)

Measurement error (angle), ϵt ϵt ∼ N (0, (0.05 deg)2)
Measurement error (rate), nω,t nω,t ∼ N (0, (10−4)2I3)

Control torque saturation ût = satumax (·)

zero maximum violation. Therefore, the tracking simula-
tion shows that the feedforward-PD controller improves
execution accuracy under uncertainty while preserving
constraint satisfaction for this representative scenario.

E. Receding-horizon MPC simulation

Closed-loop replanning performance is evaluated in a
receding-horizon MPC setting under the same perturbation
model used in the trajectory tracking simulation. In contrast
to the fixed-reference tracking rollout, the optimizer is
repeatedly reinitialized with the current measured state and
resolves the constrained trajectory optimization problem
online. This simulation is performed as a Monte Carlo
study over inertia uncertainty, actuator gain error, torque
bias, disturbance torque, and measurement noise.

At guidance step k, the measurement model in (41)
provides the measured state x̂k =

[︁
q̂Tk ω̂T

k

]︁T
. The

optimizer uses the nominal inertia matrix J , while the plant
is propagated with the perturbed inertia Jtrue according
to (40). Thus, the true model parameters are not provided
to the optimizer, and model mismatch is handled only
through repeated state-feedback replanning.

A shrinking horizon is used to keep the final mission
time fixed:

Nk = N − k.

At each step, the following nominal finite-horizon problem
is solved:

minimize
{xi|k,ui|k}

Nk−1∑︂
i=0

∥ui|k∥2 + λN∥xNk|k − xdes∥
2

subject to x0|k = x̂k,

xi+1|k = fnom(xi|k, ui|k; J),

∥ui|k∥∞≤umax, ∥ωi|k∥∞≤ωmax,

mF(qi|k) ≥ 0,

i = 0, . . . , Nk − 1.

(42)
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TABLE XIII
Trajectory tracking simulation results.

Execution mode efq [deg] efω RMS eq [deg] Min mF [deg] δmax
F [deg]

Nominal reference 0.1301 0.0047 – 0.0013 0.0
Perturbed open-loop 4.2226 0.0088 2.5374 0.4211 0.0
Feedforward-PD tracking 0.4761 0.0035 0.2024 0.0484 0.0

For solvers that impose the terminal condition as a
hard constraint, the terminal penalty terms in (42) are
replaced by the corresponding equality constraints.

Only the first optimized input is applied to the plant:

ucmd
k = u⋆0|k.

The applied torque is then generated by the perturbed
actuator model in (39), and the resulting true state is used
at the next guidance step. The previous predicted trajectory
is shifted and used as the warm start for the next solve.
If the previous solution is unavailable or dimensionally
incompatible, a PD-generated trajectory is used as the
initial guess.

For fairness, the same sampled perturbation realization
is used for the proposed method, SCP, and IPOPT in each
Monte Carlo trial. All methods use the same initial state,
nominal model, mission scenario, constraints, horizon
schedule, and warm-start rule. The MPC results therefore
evaluate both closed-loop trajectory quality and suitability
for repeated online replanning.

Table XIV summarizes the Monte Carlo MPC perfor-
mance. The proposed method achieves the highest success
rate of 97%, compared with 50% for SCP and 88% for
IPOPT. Although SCP gives the smallest mean terminal
attitude error, 0.3352 deg, its success rate is significantly
lower and its mean solve time per step is the largest at
1.7329 s. IPOPT has the shortest mean solve time, 0.2398 s,
but its success rate is lower than that of the proposed
method and it exhibits more solver failures.

Figure 15 further examines the per-step solve-time
behavior. The proposed method remains below the update-
cycle limit over the full horizon, and its solve time
decreases as the shrinking horizon becomes shorter. SCP
shows the largest timing variability and exceeds the update-
cycle limit at the initial guidance step, indicating that
repeated online replanning can be restrictive for short
update periods. IPOPT is faster at later guidance steps,
but this timing advantage should be interpreted together
with its lower success rate and larger failure count.

The proposed method shows favorable closed-loop
reliability in this MPC setting. It achieves a mean terminal
attitude error of 0.3591 deg and a mean maximum keep-
out violation of 0.0431 deg, while reducing the mean solve
time per step by more than half relative to SCP. As shown
in Table XV, the proposed method also gives the lowest
mean cost, 10.3798, with three failed trials.

In contrast, IPOPT records ten failures and SCP, despite
having no solver failure count, produces a substantially
lower closed-loop success rate. These results indicate that
the proposed solver offers a favorable balance between

Algorithm 1 Monte Carlo receding-horizon robustness
simulation

1: Sample Jtrue, Du, ub, disturbance sequences, and
measurement-noise sequences.

2: Initialize xtrue0 = (q0, ω0).
3: for k = 0, . . . , N − 1 do
4: Measure x̂k = (q̂k, ω̂k) using (41).
5: Shift the previous prediction to construct a warm

start.
6: Solve the nominal receding-horizon OCP using

Proposed, SCP, or IPOPT.
7: Apply only the first input u⋆0|k through (39).
8: Propagate the perturbed true plant using (40).
9: end for

10: Compute terminal errors, keep-out margins, bound
violations, failure counts, and timing statistics.

Fig. 15. Per-step solve-time distribution in the receding-horizon MPC
simulation. The plot illustrates timing variability and update cycle

satisfaction.

trajectory quality, constraint satisfaction, and timing con-
sistency for receding-horizon implementation.

This MPC study is empirical and does not constitute a
formal proof of recursive feasibility or robust invariance.
Such guarantees would require additional terminal ingre-
dients, constraint tightening, and invariant-set analysis,
which are outside the scope of this work.

F. Computational Complexity and Horizon-Length
Scaling

Although the proposed solver avoids solving a coupled
horizon-wide nonlinear program or a sequence of con-
vexified trajectory-optimization subproblems inside each
iteration, the dynamics graph projection requires small
nonlinear least-squares solves. We therefore explicitly
profile the computational cost of the LM dynamics
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TABLE XIV
Monte Carlo receding-horizon MPC performance under model and actuator uncertainty.

Method Trials Success [%] Mean efq [deg] Mean δmax
F [deg] Mean time/step [s]

Proposed 100 97 0.3591 0.0431 0.7408
SCP 100 50 0.3352 0.0414 1.7329
IPOPT 100 88 0.4017 0.0404 0.2398

TABLE XV
Solver benchmark summary for receding-horizon implementation.

Method Mean iter. Max iter. Solver fail. Mean cost

Proposed 2438.78 4397 3 10.3798
SCP 21.10 24 0 10.9911
IPOPT 244.11 1733 10 11.0315

Fig. 16. ADMM computation time for varying N .

projection. The constrained fly-by scenario is fixed, and
only the horizon length is varied over

N ∈ {20, 30, 50, 80, 100}.

The mission geometry, boundary conditions, cone con-
straints, penalty parameters, and stopping tolerances are
kept identical to Scenario 2 throughout the sweep. Let
KADMM denote the number of ADMM iterations, nx = 7
the dimension of the local state xt = (qt, ωt), and κ̄LM
the average number of LM inner iterations per time node.
For one LM inner iteration, the dominant operations are
the evaluation of fexp, the evaluation of its Jacobian, the
assembly of the normal equations, and the solution of a
damped nx × nx linear system. Hence, the serial cost of
the dynamics graph projection per ADMM iteration is

O
(︁
Nκ̄LM(Cf + CJ + n3

x)
)︁
,

where Cf and CJ denote the costs of evaluating fexp
and its Jacobian, respectively. Since nx = 7 is fixed
for the attitude problem, this scales as O(Nκ̄LM) for
fixed spacecraft state dimension. The box projections
and dual updates scale as O(N), while the attitude cone
projection scales as O(Nncnsweep) for a fixed number of
cone constraints nc and cyclic projection sweeps nsweep.

The timing results in Fig. 16 and Table XVI indicate
that the overall computational cost increases smoothly
as the horizon length is enlarged. Among the individual
projection operators, the LM dynamics projection accounts

Fig. 17. LM computation time for varying N .

for the largest fraction of the projection time. However, its
runtime exhibits a regular scaling trend with respect to N ,
rather than a rapid growth that would indicate increasing
numerical difficulty of the local dynamics projection.

Figure 17 provides a more detailed decomposition of
the LM dynamics-projection cost into fexp evaluation,
Jacobian evaluation, normal-equation assembly, batched
7 × 7 linear solves, and final residual evaluation. The
decomposition shows that the fixed-size linear algebra
kernel is not the dominant bottleneck. Instead, the compu-
tational cost is mainly determined by residual and Jacobian
evaluations and by the construction of the normal equations
across the time nodes. This is consistent with the structure
of the proposed projection, where each local LM update
involves only a fixed-dimensional linear solve, while the
number of independent projection blocks grows with the
horizon length.

The LM iteration statistics in Table XVII further
show that the local dynamics projections remain well
conditioned over the tested horizon range. The average
number of LM iterations remains small, and the maximum
iteration count does not exceed three even for N = 100.
Moreover, the reduced LM projection objective stays close
to numerical precision, indicating that the local graph
projections are solved accurately. The solution-quality
metrics in Table XVIII also remain stable across the tested
horizons, with comparable control effort, small terminal
error, and negligible keep-in and keep-out violations.

These results suggest that the increase in total runtime
is primarily attributable to the larger number of time
nodes and the corresponding increase in ADMM-level
iterations, rather than to a degradation in the conditioning
or convergence behavior of each local LM dynamics
projection. Therefore, the horizon-length scaling behavior
is mainly driven by the growth in the number of local
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TABLE XVI
Horizon-length scaling and normalized timing of the proposed solver.

N KADMM Total [s] Setup [s] Primal update [s] LM [s] Cone projection [s] Others [s] Memory usage [MB]

20 387 0.4130 0.0416 0.0115 0.1815 0.1550 0.0235 0.4674
30 446 0.6242 0.0638 0.0231 0.3203 0.1869 0.0301 0.9976
50 622 0.9027 0.1384 0.0674 0.4285 0.2307 0.0377 2.6486
80 1057 1.9798 0.2893 0.3012 0.8924 0.4201 0.0766 6.6014

100 1469 3.0935 0.3748 0.6573 1.3465 0.5978 0.1171 10.2208

TABLE XVII
LM dynamics-projection iteration statistics.

N Mean LM iter. Max LM iter. LM objective

20 1.8413 3 1.55× 10−7

30 1.8401 3 2.35× 10−9

50 1.8728 2 4.41× 10−9

80 1.9157 2 1.71× 10−9

100 1.9159 2 9.62× 10−10

TABLE XVIII
Solution quality in the horizon-length scaling study.

N ∥u∥2 ∥xN − xdes∥
Keep-out

violation [deg]
Keep-in

violation [deg]

20 14.9730 0.0038 0.0039 0.0010
30 16.0311 0.0129 0.0016 0.0016
50 15.7673 0.0215 0.0 0.0049
80 15.1836 0.0262 0.0 0.0002
100 14.8363 0.0281 0.0 0.0

projection blocks, while the per-block LM projection
remains computationally lightweight and numerically
reliable.

G. Hyperparameter Sensitivity

The convergence discussion in Section IV-H pro-
vides a local stationary–convergence result for an inexact
ADMM scheme under regularity, boundedness, Kurdyka–
Łojasiewicz, and summable projection–error assumptions.
However, the practical implementation uses fixed projec-
tion and ADMM tolerances, and the projection operators
include nonconvex attitude cone projections and local
Levenberg–Marquardt graph projections. Therefore, the
numerical behavior can still depend on the penalty param-
eter, terminal weight, projection accuracy, and quality of
the local projection steps.

For this reason, we complement the conditional conver-
gence analysis with an empirical hyperparameter sensitivity
study. The objective is to evaluate whether the proposed
method exhibits stable convergence and feasibility over a
range of practically relevant parameter choices, rather than
only at a single manually tuned setting. The same Scenario
2 setup, initialization, stopping criteria, and feasibility
checks are used throughout the sweep.

To better understand the empirical behavior of both the
proposed and baseline methods, we perform a parameter
sensitivity analysis over key hyperparameters.

• Proposed Method: Our method is based on a non-
convex ADMM framework using augmented La-
grangians. We sweep the penalty parameter ρ as
well as the terminal cost weight λN (penalizing
deviation from qdes and ωdes) to study their effects
on convergence speed and feasibility.

• Baseline (IPOPT): The baseline uses an IPOPT
scheme implemented via CasADi. For this com-
parison, we sweep the control-effort weight λu and
terminal cost weight λN to examine the sensitivity of
the direct NLP baseline to objective weighting and
penalty tuning.

The SCP baseline is excluded from this hyperparameter
sensitivity comparison because it solves a penalty-relaxed
formulation of the constraints, which makes direct compar-
ison less consistent with the proposed method and IPOPT.

Figure 18 compares the two methods across their
respective hyperparameter grids. Green regions denote
feasible solutions (i.e., those that satisfy terminal and
intermediate constraints), while the red cell highlights
the best-performing run in terms of computation time
and terminal error. The results show that the proposed
method exhibits a wider feasible-convergence region over
the tested (ρ, λN ) grid, indicating lower sensitivity to hy-
perparameter selection. The best-performing configuration
of the proposed method achieves a computation time of
0.954 s, whereas the IPOPT baseline reaches its best case at
0.213 s. Although IPOPT can be faster for carefully tuned
penalty weights, its feasible region is more fragmented
and several parameter combinations lead to substantially
larger runtimes. The proposed method shows more uniform
timing behavior across the feasible region, suggesting more
robust convergence with respect to penalty and ADMM
parameter variations.

These results provide empirical evidence that the
proposed solver is less sensitive to the tested ADMM
penalty and terminal-weight parameters than the direct
NLP baseline in this scenario. This supports its use as a
candidate method for constrained online replanning.

VI. CONCLUDING REMARKS

This paper presented a projection-based first-order
optimization framework for spacecraft attitude maneuver
planning under nonlinear dynamics and nonconvex orien-
tation constraints. The problem was reformulated using
linear dynamics augmented with auxiliary variables, and

22 IEEE TRANSACTIONS ON AEROSPACE AND ELECTRONIC SYSTEMS VOL. , No.



Fig. 18. Effect of hyperparameters on convergence performance.
Green cells indicate feasible solutions; red denotes best-performing
configuration. Proposed method (top) vs. IPOPT baseline (bottom).

constraints were enforced via modular projections within
an ADMM loop.

Nonconvex constraints were handled using either direct
geometric projections (for orientation cone constraints) or
iterative projections (for nonlinear dynamics constraints)
onto the corresponding nonconvex sets. This avoided
repeated linearization, improving computational efficiency.

In addition, we provided a conditional local stationarity
analysis for the proposed nonconvex ADMM scheme.
The analysis characterized the approximation errors of
the multi-cone attitude projection and the LM dynamics
graph projection using residual-based local error bounds.
Under regularity, boundedness, Kurdyka–Łojasiewicz, and
summable projection-error assumptions, the resulting inex-
act ADMM iterates were shown to approach a stationary
point of the split problem.

Simulations on agile maneuver scenarios demonstrated
that the proposed method achieves competitive terminal
accuracy and control cost relative to the baseline methods
(SCP and IPOPT). In scenarios with keep-in and keep-out
cones, the method successfully kept targets within the
camera’s boresight while avoiding bright object exposure.

Monte Carlo simulations further demonstrated that
the proposed method provides reliable trajectory gen-
eration and repeated replanning performance compared
with the baselines. In randomized initial-condition tests
and receding-horizon replanning scenarios, the proposed
solver achieved the highest success rate while maintaining
terminal accuracy and pointing-constraint violations within
the prescribed tolerances. Trajectory tracking and MPC
simulations under inertia mismatch, actuator uncertainty,
disturbance torque, and measurement noise indicate that
the proposed framework may serve as a useful basis for

robust constrained attitude guidance in uncertain operating
conditions.

Further analysis showed that the proposed method is
substantially less sensitive to the tested hyperparameter
variations, although IPOPT remains faster in average
runtime when it converges. These results suggest that the
proposed framework is a promising basis for constrained
attitude guidance and online replanning, while embedded
real-time validation remains future work.

Overall, the method provides a modular and scalable
projection-based approach with competitive trajectory
quality and reliable constraint satisfaction in the tested
scenarios.
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